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Abstract. The environment has been recognized as an explicit and exploitable
element to design Multi-Agent Systems (MAS). It can be assigned a number of
responsibilities that would be more difficult to design with the sole notion of agents.
To support the engineering of these responsibilities, we identify a set of mechanisms
that offer solutions to software designers. We describe the mechanisms, their us-
age in representative projects, and potential opportunities for further research and
applications. The purpose of this article is to clarify the notion of environment in
terms of mechanisms, from their abstract description to their practical exploitation.
Mechanisms are expected to provide agent-based software designers with a set of
design elements to build MAS that take advantage of the environment.

Keywords: Environment, Mechanism, Multi-Agent Systems, Agent-Oriented Soft-
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1. Introduction

The environment has been recognized early as an explicit element of
Multi-Agent Systems (MAS), but current applications often consider
it as an implicit part of the system (Russell and Norvig, 2003; Fer-
ber, 1999; Decker, 1995; Demazeau, 1995; Weyns et al., 2004). Recent
work has however demonstrated that the environment is an exploitable
design element. In particular, the environment is defined as a first-
class abstraction with the role of providing the surrounding conditions
for agents to exist, the mediation of agent interactions, and access to
resources (Weyns et al., 2006). In other words, the environment in MAS
is thought of as a design element responsible for the functions of under-
lying agent activities, i.e. interaction and agent resource support. The
responsibilities of the environment can be addressed by an ensemble of
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mechanisms to design an application. In our context, a mechanism is
a technical approach to solve a particular problem in the design and
development of the environment responsibilities for the target MAS.

The goal of this article is to discuss mechanisms used in the research
community to address environment responsibilities. The contribution of
this work is to survey mechanisms for designing environments, and to
determine potential research directions and application opportunities.
Our contribution fits the idea to consider the environment as an explicit
part in the design of MAS.

The survey is not intended to be exhaustive. Its purpose is rather
to set forth representative achievements of the community on the issue
of environments for MAS. The article proposes a view on mechanisms
based on an interpretation of ongoing research and it is consequently
subjective.

The article is organized as follows. In section 2, we survey a num-
ber of mechanisms of the environment and illustrate several research
implementations of these mechanisms. In section 3, we describe rep-
resentative application scenarios in the agent literature that already
exploit the surveyed mechanisms. In section 4, we propose research
directions to the MAS community on the issue of environment in terms
of mechanisms, and we present potential opportunities that lend them-
selves to the usage of such mechanisms. Finally, section 5 summarizes
and concludes the article.

2. Mechanisms

We define a mechanism of the environment in MAS as a technical
approach to address a particular responsibility of the environment. In
this section, we present a survey of those mechanisms that we identified
in the research literature.

To this end, we propose a classification to reveal commonalities and
distinctions between mechanisms. In general, the mechanisms of the
environment serve essentially two kinds of activities related to levels of
support provided by the environment (Weyns et al., 2006):

— Interaction Mediation. Several mechanisms provide agents with
powerful means to interact with each other in a flexible and reliable
way. For example, a shared-memory allows agents to exchange data
by posting and retrieving information in an uncoupled way (e.g.
shared-memory as tuple-space (Gelernter and Carriero, 1992)).

— Resources and Context Management. Several mechanisms
provide agents with means to acquire and manage resources or
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contextual information. For example, an event-dispatcher mecha-
nism can notify agents when some relevant events happen in the
environment (Eugster et al., 2003).

It is important to notice that the boundary between these two groups
is not strict and it is possible to devise mechanisms that support both
of the above group definitions. The aforementioned shared memory, for
example, can be used both to create a message box to uncouple agent
interactions and to store context information. The distinction between
the two groups appears noteworthy, however, to make the role of the
environment explicit in inter-agent activities (interaction mediation)
and agent-resource activities (resources and context management).

In addition to this main classification, it can be useful to distin-
guish between centralized and decentralized mechanisms. Centralized
mechanisms consist of a single interface to the component (or com-
ponents) that provides the intended functionalities. Such mechanisms
appear as a single entity when agents exploit them. For example, a
shared memory is centralized in this definition. Agents perceive the
shared memory as a single entity through an interface, even though the
shared memory is executed on different servers in the background for
scalability reasons. Decentralized mechanisms have multiple interfaces,
logically or physically decentralized, to the components executing the
intended functionalities. For example, a network routing algorithm,
enabling agents to interact in an epidemic manner with each other
(e.g. peer-to-peer), belongs to this category. Agents do not perceive
any kind of entity that can be singled out to represent the mechanism.
They perceive the mechanism as decentralized across the MAS (e.g. the
interfaces to each peer).

In addition to the classification, we identified three characteristics
for each mechanism that are suitable to detail each class coherently.

— The constituent atoms are the basic elements to design the mecha-
nism. For example, the atoms of a mechanism to support pheromone-
based interaction are the data elements scattered across the envi-
ronment representing the pheromones.

— The creation and maintenance refers to how the mechanism is set
up. This characteristic represents how the constituent atoms are
created and maintained. In the pheromone example, this would
consist of algorithms for the storage, diffusion, and evaporation of
the pheromone data.

— The usage details how the mechanism is used by agents. For exam-
ple, the agents follow pheromone trails in an ant colony simulation.
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In the following we describe mechanisms with the above characteris-
tics, and we illustrate each case with representative work in the research
community.

2.1. INTERACTION MEDIATION

Environment-mediated interaction channels are mechanisms to enable
agents interacting and communicating in a flexible and uncoupled way.
These mechanisms support the discovery of interaction partners and
their subsequent interactions into a single mechanism.

Name: Environment-mediated interaction channels.

Motivations: Need to create smart and flexible interaction channels
to connect agents on the basis of runtime system situation.
Constituent atoms: Repositories to store messages and subscrip-
tions.

Creation and maintenance: Protocols to let agents join multicast
groups, connect to tuple spaces, place subscriptions, or similar.
Usage: Agents exploit interaction channels to easily send and receive
messages.

Examples: Multicast, Tuple- and Event-based interaction (Balbo
and Pinson, 2001; Gelernter and Carriero, 1992; Freeman et al.,
1999; Eugster et al., 2003; Cugola et al., 2001; Carzaniga et al., 2001)

The constituent atoms of this mechanism are a repository to store
the data being communicated (i.e. messages, tuples, events, or subscrip-
tions) and the data itself. Creation and maintenance are the algorithms
and protocols to join and leave a multicast group, to access a tuple
space, or to subscribe and unsubscribe to events. Agents use interaction
channels to exchange messages, or to publish tuples and events to be
exploited by other agents.

A first example of interaction channels are infrastructures for multi-
cast interactions, where data is sent to all the agents matching specific
conditions (Balbo and Pinson, 2001). In this context the environment
provides a centralized and configurable message-box that decouples and
mediates agent interactions. Agents can exchange messages as usual,
but they can also put ‘filters’ in the environment to configure the recep-
tion of any message that matches specific criteria (e.g. all agents that
provide a specified type of service). The environment is then responsible
for sending the messages to suitable agents. Similarly, shared-memory
and tuple-based approaches (Gelernter and Carriero, 1992; Freeman
et al., 1999) belong to this category. Adopting this mechanism, agents
leave data in suitable repositories to be later retrieved via pattern
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matching. Also, event-based infrastructures can be considered as part
of this category as they deliver information on the basis of a publish-
subscribe schema (Eugster et al., 2003; Cugola et al., 2001; Carzaniga
et al., 2001). In this context, the event-dispatcher can be seen as an
environmental abstraction able to notify agents about the activities of
others.

From the centralization/decentralization point of view, in our opin-
ion, these mechanisms are centralized in that (in most of the proposed
designs) there is an interface that can be singled out and that wraps
the underlying technique, such as the event dispatcher or the shared-
memory server. In this regard, it is possible that some of these mecha-
nisms could be realized in a decentralized way by applying peer-to-peer
algorithms or some load-balancing techniques.

Name: Centralized synchronization mechanisms.

Motivations: Need for supporting the simultaneity of actions for
system consistency.

Constituent atoms: Tables storing the locks in the system and
holding the resulting effect of simultaneous actions.

Creation and maintenance: Protocols to let new agents access the
service and to define coordination policies.

Usage: Agents access this service to coordinate and synchronize their
activities.

Examples: Influence-Reaction Model (Ferber and Miiller, 1996)

In addition to the above class, other mechanisms have been proposed
to avoid possible conflicts in concurrent or parallel actions in MAS.
Specifically, the fact that agents are implemented as parallel threads of
execution leads to issues related to the synchronization and the ordering
of their actions in the environment. Centralized synchronization mecha-
nisms have been proposed to support agent actions with regard to these
concerns. A notable approach is the influence-reaction model (Ferber
and Miiller, 1996). In this mechanism, the environment collects ac-
tions that the agents intend to perform, calculates the resulting effects
depending on the simultaneity, and applies state changes on entities.

It is worth noticing that all the mechanisms presented in this section
can be replicated in a number of distinct places in the environment.
This means, for example, that we can build MAS where a number
of shared-memory servers is spread across the environment, and agents
can disseminate data and information in the place (i.e. shared-memory)
they are currently visiting (see for example the Agilla platform (Agilla,
2006)). This kind of design weakens the notion of centralization. How-
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ever, once connected to a specific replica, the agent still perceives the
centralization of the mechanism due to a single interface.

Another important class of interaction mechanism is intended to
support the creation of interaction networks. It is based on overlay net-
works that rule and describe relationships among agents. The topology
of such a network is built such that agents can interact with one another
efficiently. In other words, overlay networks are mechanisms to allow
agents to structure and analyze the topology of the interconnections
with other agents.

Name: Overlay networks.

Motivations: To represent and allow the maintenance of agent rela-
tionships.

Constituent atoms: Tables representing the physical, interactive,
or social surrounding of agents.

Creation and maintenance: Protocols to let new agents join and
leave the topology, and to deal with reconfigurations.

Usage: Agents access the tables to interact with each other efficiently.
Examples: Distributed Hash Tables (Ratsanamy et al., 2001; Rat-
nasamy and Karp, 2002; Rowstron and Druschel, 2001), Social
Dependency Nets (Sichman et al., 1994)

Overlay networks are distributed data structures providing agents
with a suitable application-specific view of their network of acquain-
tance (Ratsanamy et al., 2001; Ratnasamy and Karp, 2002; Rowstron
and Druschel, 2001). This mechanism is not only related to distributed
computing, but can be applied to any kind of logically networked MAS.

The constituent atoms of an overlay network are a set of tables
defining a topology (e.g. tables indicate the neighbors of a specific
agent, describing an overlay topology). Creation and maintenance is
performed by means of specific protocols that adjust the overlay net-
work topology upon connection and disconnections of agents. Their
usage consists in agents sending and routing data to each other on the
basis of the topology.

To exemplify such mechanisms in practice, we illustrate the prin-
ciples with the Content Addressable Network approach (Ratsanamy
et al., 2001; Ratnasamy and Karp, 2002). Other approaches, like Chord
(Rowstron and Druschel, 2001), are based on the same principles. The
basic idea of the content addressable network is that interactions in
MAS are difficult to manage because of the system dynamics (agents
connecting, disconnecting, and moving) and because of the unknown
and dynamic topology of the network of acquaintance among agents.
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To overcome these problems, agents are projected in a virtual space
with a predictable topology, where interacting is easy and unnecessary
details for the application are abstracted. When an agent enters the
system, it gets a location in the virtual space (i.e. an address) and a
reference to its new neighbors. The location of an agent is not related to
the physical network, but to application parameters. So, for example,
all agents having similar properties can get located in a specific area of
the space. With such a mechanism in place, interaction becomes easy
because agents look for specific partners in those areas of the space
where they should be located.

The advantage of this mechanism is that the environment is built on
the basis of application-level needs, and that it is directly accessible by
agents to support their interactions. In other words, the environment
decouples agents interactions from the underlying physical network and
it provides a suitable ‘glue’ adapted to application-specific needs.

A second mechanism in this category is for decentralized synchroniza-
tion, whose typical instance is the regional synchronization (Weyns and
Holvoet, 2004). This mechanism is used to resolve conflicts between
concurrent actions and to reduce synchronization cost in distributed
settings. A region is a group of agents that act simultaneously, and
independently from other agents. Regions are determined by a decen-
tralized synchronization algorithm at the time actions are performed.
In each region, the effects of actions are then calculated and applied,
similarly to the centralized synchronization mechanism introduced in
section 2.1. The notion of region confines the calculation of effects to
relevant actions only, thus reducing the computational needs.

Name: Decentralized synchronization mechanisms.

Motivations: Need for supporting the simultaneity of actions for
system consistency in distributed settings.

Constituent atoms: Tables of synchronization locks between agents
of each region.

Creation and maintenance: Decentralized synchronization algo-
rithm.

Usage: Agents access the tables to coordinate and synchronize.
Examples: Regional Synchronization (Weyns and Holvoet, 2004)

Overlay networks and decentralized synchronization are decentral-
ized mechanisms, since no element can be singled out. These mech-
anisms are actually used by agents through an arbitrary number of
interfaces.
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2.2. RESOURCES AND CONTEXT MANAGEMENT

Resources and context management controls the access of agents to
resources and contextual data in MAS. The constituent atoms of this
category consist of an interface to access resources and a repository (or
a set of repositories) to store information. Creation and maintenance
consists in a set of protocols to access resources, to deploy data in the
repositories, and to maintain the coherence of repository states. The
usage consists in letting agents interact with resources and access the
repositories to acquire data.

Name: Resource and context manager.

Motivations: Need to represent context information and resources
in an efficient way.

Constituent atoms: Handling primitives and repositories.
Creation and maintenance: Protocols to wrap new resources types
(interfacing and deployment); algorithms to manage repositories.
Usage: Agents access the repositories to interact efficiently.
Examples: TuCSoN, Event Heap (Johanson and Fox, 2002; Cabri
et al., 2002; Omicini and Zambonelli, 1998)

These mechanisms are named as resource and context manager to
emphasize their role in storing context information and interfacing with
resources. Examples of this category of mechanisms are programmable
tuple spaces, such as the MARS middleware (Cabri et al., 2002), TuC-
SoN (Omicini and Zambonelli, 1998), and EventHeap (Johanson and
Fox, 2002). A programmable tuple space is a middleware that offers
two kinds of functionalities. On the one hand, it provides a shared data
repository that can be accessed via pattern matching. It is possible
to store in the tuple space any kind of contextual information (e.g.
<temperature, 30°C>), which can be retrieved later and shared among
multiple agents (e.g. with the pattern <temperature, *>). On the other
hand, the tuple space allows specific actions to execute when agents
exploit it, e.g. to easily access data, to aggregate information, or to
enforce security constraints.

These functionalities rely on the programmable characteristics of the
mechanism that consequently differs from standard tuple space (Gelern-
ter and Carriero, 1992) and blackboard architectures (O’Hare, 1991).
Despite these differences, it appears that these mechanisms are well-
suited in supporting agent interactions (we already presented the shared
memory in section 2.1): They can serve both to communicate context-
data about the environment and to exchange information among agents.
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Name: Notification of contextual events.

Motivations: Need for the production and delivery of event notifi-
cations to create dynamic agent contexts.

Constituent atoms: Event dispatcher repositories.

Creation and maintenance: Protocols to let new agents subscribe
to event sources and be notified upon event happening.

Usage: Agents trigger reaction on the basis of the events received.
Examples: Interaction filters (Balbo and Pinson, 2001), Loud-
Voice (Busetta et al., 2002), Tag interactions (Platon et al., 2005a)

The notification of contextual events is a mechanism that provides
agents spontaneously with information about surrounding events in the
environment. Events (from other agents or resources) trigger informa-
tion flows generated by the environment to inform agents about the
evolution of their local context. The constituent atoms of the mecha-
nisms are the event dispatcher repository. Creation and maintenance
are supported by algorithms to subscribe to specific event sources, to
generate the events, and to deliver the events to suitable recipients.
Finally, agents use the mechanism depending on application needs, e.g.
to revise their knowledge about the surrounding world (Kakas et al.,
2004).

The ‘Environment to Support Active Communications’ (ESAC) is
an example of context notification in MAS (Balbo and Pinson, 2001).
The environment has the architecture of an extensible mail server.
Extensions are ‘filters’ placed by agents in the environment with a
configuration rule to process messages that flow in the system. Rules
allow agents to define the types of messages they want to receive, in
addition to the ones addressed to them (filters model an instance of
publish-subscribe patterns). ESAC was applied to a bus fleet manage-
ment system where, for example, bus agents configure filters to receive
all messages about traffic congestion between their current positions
and the terminal stop. Complex event notifications can be produced
with a language that specifies the filters placed in the environment. In
our opinion, the two mechanisms of this section are centralized in that
the interface to the underlying data spaces or entities can be singled
out.

Another important class of mechanisms aims at describing the opera-
tional context of agents, i.e. the resources and contextual data available
for exploitation by agents. OQverlay data structures are distributed data
structures encoding specific aspects of the operational environment of
agents (e.g. resources such as databases available on a grid infrastruc-
ture). These overlays are propagated across a network in order to be
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easily accessible by the agents and to provide context information. They
can be accessed piecewise as the application agents visit different places
of the distributed environment. That is overlays let agents access the
right information at the right location. It is worth mentioning that
overlay data structures can also be dynamically spread by an agent in
order to represent and ‘communicate’ its own activities.

Two representative examples in this category are pheromone-based
and field-based data structures.

— Pheromones are overlay data structures that can be deployed
across a distributed infrastructure by moving agents. In particu-
lar, as agents move across the infrastructure they can store spe-
cific data in the place (i.e. part of the distributed infrastructure)
in which they are actually located. Following this approach, the
overlay is deployed according to the agents motion patterns.

— Fields are overlay data structures that can be deployed across a
networked distributed infrastructure. Agents can instantiate fields
that propagate over the topology of the environment. Fields can
embed specific propagation rules prescribing how they should spread.
Following this approach, the overlay is deployed according to the
field propagation rules. While pheromones are constrained to the
agent motion pattern, fields can propagate independently.

Both mechanisms allow agents to enrich their environment with infor-
mation that can be used to gather context information or to coordi-
nate with each other. Stigmergic systems exemplify such coordination
cases (Bonabeau et al., 1999).

The constituent atoms consist of multiple data repositories to store
information in a decentralized way. Creation and maintenance refer to
the deployment of data in the repositories and maintenance algorithms
to keep the data consistent and updated. The usage is the access by
agents to the repositories depending on their activities.
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Name: Overlay data structures.

Motivations: Need for efficient, expressive contextual information.
Constituent atoms: Multiplicity of data spaces to store the overlay
data.

Creation and maintenance: Protocols to deploy overlay data
structure, maintain their intended distribution, and maintain data
consistency.

Usage: Agents access the overlay data structure to get contextual
information.

Examples: TOTA (Mamei and Zambonelli, 2004b), ObjectPlaces
(Weyns et al., 2005b), UAVs (Parunak et al., 2004), Swarm
Linda (Menezes and Tolksdorf, 2003)

Interesting examples of this mechanism are those relying on dis-
tributed data structures implementing pheromone approaches (Parunak
et al., 2004; Brueckner, 2000). Agents perceive pheromones produced
and deposited by others in the environment. The pheromones belong to
an overlay data structure providing contextual information and point-
ing to specific resources. For example, applications to the simulation
of unmanned vehicles show how artificial agents can automatically
recognize team members, threats, and mission targets depending on
the type of pheromones spread over the overlay data structure.

An example of mechanism for the field approach is the TOTA mid-
dleware (Mamei and Zambonelli, 2004b). The key idea in TOTA is
to rely on spatially distributed tuples, propagated across a network to
implement gradient fields on the basis of application-specific rules for
representing contextual information. In TOTA, there is no notion of
centralized shared tuple space. Instead, tuples can be ‘injected’ into
the network from any node and can propagate and diffuse according to
tuple-specific propagation patterns. Agents can sense the distributed
tuples and decide how to react. For example, TOTA tuples are used
to create fields as data structures to let the agents coordinate their
movements by following the gradient of those fields.

Finally, an interesting proposal is the agent middleware ‘Object-
Places’ (Weyns et al., 2005b) that offers support to share information
among agents in mobile and ad hoc networks. Specifically to Object-
Places, agents can describe and enrich the environment with objects
that can be temporarily stored across suitable places (that are virtual
containers stored in the ad hoc network itself). Agents invoke opera-
tions to add and remove objects or to observe the content of a specific
object-place (via a pattern-matching process). Agents can also create
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object-places dynamically and link them together to form an overlay
data structure.

Similarly to overlay network, all these kinds of mechanisms are de-
centralized in that the overlay data structures are spread across the
whole systems and they cannot be singled out as individual entities.

3. Application Scenarios of the Environment Mechanisms

Most mechanisms are not exploited in isolation when creating a MAS
application, but they are combined with one another to tailor a so-
lution for a given problem, similarly to the design pattern approach
in object-oriented programming (Gamma et al., 1999). This section
alms at presenting how mechanisms are exploited in existing applica-
tions, and how some ‘legacy applications’ that do not explicitly use
the environment abstraction can be advantageously redesigned with it.
One particular issue that we want to stress with legacy systems is the
frequent existence of a straightforward mapping between application
requirements and a proper combination of mechanisms.

The structure of this section follows our taxonomy to review the
applications. All in all, the categories of the taxonomy refer mostly to
the following types of applications, depending on their relations to the
‘real environment’, i.e. the real-world in which we live in.

e Simulations are applications that aim at reproducing characteris-
tics of the real-world by modeling and creating a computational
world (e.g., the road network and buildings of a traffic simulator).
A distinctive characteristics is that simulations are uncoupled from
the real-world dynamics. Multi-Agent Based Simulations (MABS)
are representative examples in the MAS community (MABS, 2004;
Helleboogh et al., 2006).

e Pervasive applications complete the real-world with a computa-
tional one that evolves in synchrony. They are coupled tightly
with the real-world dynamics by mean of intermediate actuators
and sensors, such as automated robot-arms (e.g., Mars rover’s) or
RFID tags (RFID standard, 2006). The variety of pervasive appli-
cations is rapidly expanding with the advances in sensor network
technologies (Zhao and Guibas, 2004). The MAS community has
been especially creative in such applications where users or physical
entities are part of the agent population.

o Virtual Societies stand in-between the two previous categories.
They are applications that get inspiration from the real-world and
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may reproduce some of its characteristics. They can be loosely
coupled with the real-world, but they have their own dynamics,
i.e. they do not evolve in synchrony with the real-world (also ‘syn-
chronization points’ can be defined). The aim of Virtual Societies is
often to support human activities such as accounting, library man-
agement, or identity verification. They are expected to expand the
capabilities of current approaches to computational systems, and
also to support itself as a real society (AgentCities, 2006; OpenNet,
2006).

The criteria to distinguish between the three types are therefore the
coupling with the real-world and the degree of reproduction of real-
world characteristics. The categories are similar to the classification of
Valckenaers et al. (Valckenaers et al., 2006).

For each category of the taxonomy, we review representative applica-
tions and motivate the use of mechanisms with the following recurrent
properties.

— Design abstraction justifies the use of mechanisms that serve the
design of MAS by abstracting and hiding the complexity of under-
lying details from agents. Design abstraction also refers to reducing
the complexity of agents by assigning explicit responsibilities to the
environment.

— Coordination motivates the use of mechanisms that address the
often complex coordination of agent behaviors or motions, for ex-
ample in the cases of self-organizing systems and solutions based
on a shared memory.

— Separation of Concerns focuses on how some mechanisms can be
used to disentangle the different concerns in designing an applica-
tion. It supports the idea that the environment cross-cuts MAS,
so that a given system design can be extended with additional
aspects by exploiting (or simply activating) specific mechanisms
in the environment.

The following survey elaborates on these properties to describe the
benefits of using mechanisms, either for applications that already ex-
ploit them or other designs that could leverage the environment ab-
straction.

3.1. CENTRALIZED INTERACTION MEDIATION

Current concerns in simulations, intelligent sensor networks, and elec-
tronic institutions demonstrate the importance of interaction mediation
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in several applications. Although target systems are often distributed
in these domains, centralized mechanisms are retained for design or
performance issues.

3.1.1. Simulation

MABS often require explicit time management, as many simulation
systems. Typically, discrete-time simulations need a ‘ticker’ that defines
the pace of the simulation execution. Time is a dimension of MAS
that impacts the activity of all agents as a global property. The global
scope leads to assign time management to the environment, instead
of an agent that has just a local scope in the system. When required,
the management is often realized by a mechanism of the centralized
interaction mediation category.

In particular, time management is mostly supported by two mech-
anisms, namely the notification of context events and the centralized
synchronization. The notification of context events yields system-wide
time references such as the clock ‘ticks’ in discrete-time simulations.
The synchronization mechanism deals with timing by ensuring that
agent actions in the system are consistently executed, i.e. they verify
proper action interleaving (Ferber and Miiller, 1996). Both approaches
are also simultaneously exploited as their contribution to the time
dimension of the system are complementary.

The example of time management illustrates how mechanisms in
this category can be advantageously exploited to design specific require-
ments of MABS. This example can be generalized to most requirements
that can be identified as a single cross-cutting concern. In consequence,
mechanisms in this category allow a separation of concerns and provide
a design abstraction in the development process of such applications.
Typical concerns that could leverage this approach are the Laws of
Physics (Laws of Mechanics, Principles of Thermodynamics, etc.), when
they are required in a simulation.

3.1.2. Pervasive Applications

In pervasive applications, significant efforts are devoted to fully dis-
tributed systems. Some functions are however difficult to decentralize
for performance or technical reasons, so that centralized mechanisms
are required. For instance, sensor network applications based on the
Agilla agent framework feature a communication environment on every
node, each of them becoming a ‘mini-MAS’ (Agilla, 2006). Such a node
environment consists of a tuple space, i.e. an instance of environment-
mediated interaction channel, that Agilla agents can use to exchange
messages. When agents need to move over the network, their envi-
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ronment changes to the tuple space of the destination node (with
appropriate coordination between the environments of the mini-MAS).

Such a centralized mechanism on each node is an appropriate design
abstraction in the case of sensor networks, where agents are kept simple
due to the availability of limited computing power. The mechanism
encapsulates the interaction logics so that agents only contain code
relative to their functional requirements. Consequently, agents can fo-
cus on high-level coordination issues, while delegating low-level ones
to their supporting environment. This property is a typical benefit of
seeing the environment as an infrastructure of the system, thus realizing
a clear separation of concerns.

3.1.3. Virtual Societies

The environment has been implicitly exploited in the design of agent
societies. Such societies are for instance auction systems (Chavez and
Maes, 1996) and other electronic market places (Tsvetovatyy et al.,
1997; Karacapilidis and Moraitis, 2001) proposed over the past decade.
Although the environment is not a major concern in most of these
systems, the current perspective on this legacy work sets forth specific
traits of the environment. For example, the AuctionBot was a running
agent platform where users could create an auction and welcome client
agents to participate in. The platform provides virtual auction rooms
to facilitate agent interactions and auction runs. These ‘rooms’ could
be thought of as environment-mediated interaction channels. Agents
would enter those rooms in a publish-subscribe fashion. Although the
environment was not considered then as a first-class entity, it is ar-
guably present to various extents in each of these platforms as shown
with the room analogy. The mapping between the room requirement
and an environment mechanism seems natural and reasonable.

In addition, the combination of environment-mediated interaction
channels and resource and context managers could help designing the
environment for such systems. An example of this compound use of
these mechanisms is an agent-based conference management system,
where the focus is however more on the resource and context manager
mechanism (Zambonelli et al., 2003).

Beyond the possible applications in legacy systems, environment
mechanisms can serve in the design of electronic institutions. Laws
and norms are global and independent characteristics of such systems.
Current approaches like AMELI can be thought of as centralized in-
teraction mechanisms to ensure that agents respect norms in their
interactions (Esteva et al., 2004). The functioning of the institution
can be hidden from agents by providing appropriate mechanisms for a
separation between agents internal logics and regulation of the system.
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3.2. DECENTRALIZED INTERACTION MEDIATION

Decentralized mechanisms have applications in various domains, where
distribution is wanted or imposed. The majority relies on the overlay
network mechanism, but the usage of the decentralized synchronization
mechanism is fully represented.

3.2.1. Simulation

Successful experiments with decentralized interaction mediation mech-
anisms were conducted over the past decades to reproduce behaviors
found in nature, notably in ethology for ants and termites (Drogoul
and Ferber, 1992; Parunak, 1997), swarm intelligence (Bonabeau et al.,
1999), and artificial markets (Eymann et al., 1998; Guyot et al., 2005).
Although the environment was not the main focus of these experiments,
it appears essential in each setting of the agent activity. In the case of
the behavioristic reproduction of ant or termite colonies, agents rely on
pheromone infrastructures that evolve in complex patterns maintained
by the environment (diffusion and evaporation of the pheromone infor-
mation). Swarms exploit the environment to model the external factors
that constrain and guide agent behaviors, such as the physical topology
of a building in emergency drills (Nakanishi et al., 2003). In artificial
markets, the environment provides renewable resources such as wood
or coffee (Eymann et al., 1998; Guyot et al., 2005).

In such simulations, the overlay network mechanism allows to de-
scribe and maintain a topology that provides agents with various in-
teraction means in the simulation. This mechanism was also combined
with environment-mediated interaction channels to model complex so-
cial behaviors (Platon, 2006), and with the resource and context man-
ager when agents are to exploit specific facilities in the environment
such as wood or coffee.

The main contribution of the environment in the above applications
is the coordination of agents in a decentralized way. The mechanism
permits then a separate design of the coordination logics that follows
the structure of the system. In particular, one expected property is to
avoid performance collapses due to a centralized approach.

3.2.2. Pervasive Applications

The Agilla framework introduced in section 3.1.2 provides decentralized
mechanisms to handle the interactions between the environments of
the ‘mini-MAS’ of a sensor network. These mechanisms allow agents
to communicate and move seamlessly from one MAS to another in
the Agilla infrastructure by coordinating the different environments
transparently.
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Another representative application deals with the robot industry.
This industry has been successful for long with centralized approaches
where master-servers command remote robots. In order to cope with
the soaring lack of flexibility and reliability of such multi-robot systems,
this industry has been deploying new architectures where robots are
thought of as peers, so that they can perform their tasks in a decen-
tralized fashion. The case of the Automatic Guided Vehicles (AGV)
relies on an explicit decentralized environment model to deal with
the interactions between the robots (Weyns et al., 2005c). Each AGV
has a software layer that consists of the agent that ‘drives’ the robot
and an environment that represents a computational counterpart of
local physical information (its hull, position from sensors, robots in
the vicinity, etc.). The environment part of each robot is responsible
for updating the local information thus allowing the agent to reason
and avoid possible collisions with other robots. Such an environment
is similar to the model of Agilla. In addition, the environment of each
robot is responsible for real-time synchronization with other pieces of
environments in the vicinity to update data that matter locally. The
environment is therefore up-to-date and synchronized against surround-
ing environments only. This reduction of synchronization to the vicinity
allows agents to focus on the relevant area for their calculation and
reduces the computational cost in communication.

The overlay network mechanism represents the functionalities re-
quired for the interaction among the different elements of the above
architecture. In the particular case of Agilla, the mechanism is a set of
algorithms to forward messages between tuple spaces and update the
state information of the two mini-MAS involved in the migration of an
agent. In addition, the AGV case shows a usage of decentralized syn-
chronization mechanisms. The real-time constraint of this application
makes difficult and costly to synchronize all AGVs with a central-
ized mechanism. The decentralized approach is economical and, most
importantly, allows agents to focus on relevant data.

3.2.3. Virtual Societies

In the video game domain, one notable example of virtual society is the
popular video game ‘The Sims’ (Electronic Arts, 2006). This game is a
pseudo real-time application where agents live (some of them guided by
players). The environment consists of places to visit and objects that
agents can use. The environment represents elements that surround
agents in the game and manages the interactions among agents and
objects. This functionality can rely on an instance of overlay network.
One distinguishing particularity of this approach is that this mechanism
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is composed with an overlay data structure to automate some agent
interactions (see section 3.4.3).

3.3. CENTRALIZED RESOURCE AND CONTEXT MANAGEMENT

Many applications provide access to resource and contextual infor-
mation in a centralized fashion to ease the underlying management
algorithms. Most of them rely on the resource and context manager, but
also on the notification of context events mechanism in some settings.

3.3.1. Simulation

The SimCafe and SimCommod simulations have an explicit represen-
tation of the environment resources such as cafe and wood respec-
tively (Guyot et al., 2005; Guyot et al., 2006). A purpose of the simula-
tion is to study the interaction patterns among agents that involve the
usage of the resources. In these simulations, environmental resources
are managed by a specific component that determines some relevant
dynamics. For example, SimCommod simulates the evolution of the
wood resource as a cellular automaton.

The resource and context management in these simulations are cen-
tralized and leverage instances of the resource and context manager
mechanism. The main advantage of this approach is the clear separation
between agents and the dynamics in the environment. In particular,
the environments of SimCafe and SimCommod have many common
characteristics, so that the separation of concerns permitted to reuse
much of the model and underlying implementation.

3.3.2. Pervasive Applications
The Agilla environment (see section 3.1.2) provides direct access to the
sensors of the node (awareness of physical properties) and maintains
a neighbor list that is updated according to agent mobility (aware-
ness of other agents). The management of the neighbor list is totally
transparent to application agents, as a service provided by the environ-
ment. This service appears as an instance of the resource and context
management mechanism. The delegation of the neighbor list manage-
ment to the environment is justified mainly by the limited memory of
sensor network nodes. Instead of having agents maintaining individual
neighbor lists, a single list is maintained for each node (individual lists
would be redundant copies), which significantly reduces the memory
requirements.

The resource and context manager participates in the environment
to screen the complexity of interacting with low-level resource details.
This property is another aspect of the separation of concerns provided
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by the mechanism. In addition, it provides a design abstraction when
building application agents, since interactions are supported by the
underlying framework.

3.3.3. Virtual Societies

Recent work exploit centralized resource and context management mech-
anism in electronic markets to augment the interaction capabilities of
market actors. In addition to usual interaction protocols, agents can
overhear conversations of others, as allowed in some markets (bazaar
type), and they can also be annotated with relevant information such
as the type of items they are searching in the market (Platon et al.,
2005b; Platon, 2006).

The overhearing mechanism is executed by the environment to en-
force the phenomenon in agent communications (some malicious agents
could hide some messages). In the annotation approach, the environ-
ment is in charge of two responsibilities that are separate concerns:
Publication and regulation of the annotations in the system. The publi-
cation automated by the environment allows seller agents to be notified
about the presence of potential buyers, so that they can initiate sell at-
tempts. The regulation by the environment prevents the spread of fake
annotations that would mislead trading agents and harm the market.
For example, a market can authorize the trade of some items only.
Buyers cannot trade other types of items as the environment does not
diffuse the corresponding tag informations to sellers.

Such applications rely on the notification of context events to model
an appropriate solution for the diffusion of overheard and annotation
messages. In addition, the resource and context manager is also used to
support the regulation functionality of the environment, by enforcing
access rights to atoms in the environment and publishing information
independently from agents.

3.4. DECENTRALIZED RESOURCE AND CONTEXT MANAGEMENT

Decentralized management of resource and context rely on the overlay
data structure mechanism. The research community has been creative
and we present in this section the main applications.

3.4.1. Simulation

Overlay data structure mechanisms are especially used in simulation
to reproduce complex coordinations in the motion of agents, as intro-
duced in section ?7. Most achievements can be observed in MABS for
reactive agents with the pheromone and coordination field abstractions.
Typically, the mechanism can be identified in agent-based simulations
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of the behavior of social insects in ethology and the coordinated mo-
tion of agents in video games (Drogoul and Ferber, 1992; Mamei and
Zambonelli, 2004a). In both cases, the mechanism provides agents with
access to a rich data structure. The access rights depend on the agent
context, so that ant agents can, for example, only sense pheromones
in their vicinity. Farther pheromones do not influence the behaviors of
ants until they are in the same vicinity.

3.4.2. Pervasive Applications

In an application of agent technologies, visitors of a museum were
endowed with a PDA that hosts an agent to guide them to relevant
spots and to coordinate the visit, for instance to avoid crowd accumu-
lation (Mamei et al., 2004; Mamei and Zambonelli, 2004b). The coor-
dination mechanism relies on the coordination field approach (Mamei
and Zambonelli, 2004a). In the museum, agents emit repulsive gradi-
ent fields, whereas rooms emit attractive fields. Agents then tend to
lead visitors away from each other (repulsion), while guiding them to
different rooms (attraction).

The museum application illustrates the use of the overlay data struc-
ture for motion coordination in a pervasive computing context. In
addition, the experiments show in a concrete domain how the com-
putational environment practically uncouples the application logics for
the interface agent from the coordination logics, which is a desired
property for the development of industrial systems and services.

3.4.3. Virtual Societies

In the video game ‘The Sims’ introduced in section 3.2.3, the simulation
of virtual life has a significant impact on the quality of the game for the
player. The Sims exploits sorts of coordination fields named ‘happiness
landscapes’ that span over a computational environment to represent
the physical topology in which characters live. The landscapes drive the
movements of non-player characters and they demonstrate advanced
self-organization capabilities to create ‘believable’ agent behaviors. For
instance, if a character is hungry, it perceives and follows a happiness
landscape whose peaks correspond to places where food can be found,
i.e. a fridge. After having eaten, a new landscape is followed depending
on its needs. Coordination among multiple agents is achieved by having
agents react to the same landscape. The landscapes proposed in The
Sims is an instance of the overlay data structure mechanism. In the
context of the game, the main advantage of the mechanism seems to
put at the same abstraction level agents and items of interest (e.g.
the fridge). This design abstraction may serve application designers to
conceive new games based on the same principles easily.
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In another domain, overlay data structures serve to coordinate agents
in computational systems. One illustration is in agent-based web-sites
with recommendation systems (Bandini et al., 2005). Visitors of the
web-site become the application agents and the hyperlink structure of
the site is considered as the topology of the environment. Registered
users are tracked on the environment to identify emerging patterns from
the repeated use of links of the site. The patterns form paths in the
environment that become recommendations to the registered user and,
to lower extent, simple visitors. Overlay data structures yield major
techniques to track agents in the system and to adapt the environment
contextual information accordingly. In combination, the resource and
context manager is appropriate whenever centralized mechanisms can
be used (for instance if one node of the web-site points to a database),
but this point of view remains an extension of the work presented above.

4. Research Directions and Opportunities

The mechanisms surveyed in this article come from the agent litera-
ture and where already exploited extensively. In this section, we de-
termine possible application opportunities and potential research to be
conducted on mechanisms for environments.

4.1. APPLICATION OPPORTUNITIES

We identified a number of domains that can exploit the environment
and its mechanisms in a seemingly straightforward manner. First, nor-
mative systems impose norms on the behavior of agents, usually in
a social agency metaphor (Vazquez-Salceda, 2004). Vazquez-Salceda
refers to normative systems as electronic institutions: ‘An e-institution
is a safe environment mediating in the interaction of agents’ (Vazquez-
Salceda, 2006). In fact, the approach on e-institution is moving toward
the introduction of an explicit regulating entity in MAS, whose func-
tions naturally meet the notion of environment with a social level of
support (Weyns et al., 2006). One opportunity of the environment
for e-institutions is then for the regulation of agent activities, as it
provides institution designers with an appropriate abstraction to deal
with the regulating and normative aspects from design to runtime. In
addition, the environment can also serve to regulate the interactions
with external resources. This functionality is usually dealt with in an
ad hoc way, and the environment can provide an adequate approach
for integrating it in normative systems.

Interface MAS generalize the work done on animated and conversa-
tional agents with multi-agent settings and they also pertain to agent
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societies. Embodied Conversational Agents (ECA) appeared in the
early 1990s as a new paradigm for improving human-computer inter-
action (Cassel et al., 2000) by the combination of several modalities,
such as speech, gesture, and facial expressions. In practice, ECA are
used within end-user applications, and recent research has raised issues
of interactions among ECA (Ishida, 2002). Although research on ECA
has focused on multi-modal interactions with the human-user for a long
time, the results usually cannot be translated to interactions among
ECA. Agent communication languages focus on Speech Acts and they
are not always adequate to describe other modes of interactions. A
computational environment has allowed to enrich possible interaction
types among software agents, and the application of recent work to
ECA based on the environment is expected to contribute significantly
to the field (Tummolini et al., 2004; Platon et al., 2005a).

4.2. RESEARCH DIRECTIONS

Mechanisms appear as key enablers of the environment idea, allowing
a transition from concepts (‘what’) to engineering (‘how’). Mechanisms
can become incentives to exploit the environment in MAS by providing
abstractions. Yet, the mechanisms in this article originate in practical
MAS applications that do not completely cover the research in MAS.
Other research areas are to be explored for the potential discovery of
new mechanisms and the revision of the current classification.

In this regard, future research could fruitfully address the following
directions.

1. The survey work initiated in this article should be continued and
refined with ongoing research activities. Similarly to the positive ef-
fect of design patterns on object-oriented programming, it is promis-
ing to provide developers with a set of mechanisms with clear
guidelines on how to use them. To this end, two research direc-
tions can be relevant. On the one hand, it would be interesting
to support designers in selecting suitable mechanisms according to
the application requirements at hand. On the other hand, further
studies can lead to engineering approaches on how to consistently
compose existing mechanisms.

2. Novel mechanisms addressing under-investigated areas could be
beneficial to the design of MAS. For example, in the specific case
of decentralized interaction mediation, new mechanisms allowing
agents to better structure and analyze a topology could lead to
relevant results, especially for the role of the environment in the
case of social interactions (Hales and Edmonds, 2005). Besides,
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the aforementioned support for designers could help to determine
innovative mechanisms in direct relation to the existing ones.

3. Most of the currently proposed mechanisms are at a low-level, in
the sense that they enable interaction, provide context information,
and wrap resources. Agents are expected to be at a higher level of
abstraction and it would be interesting to search for mechanisms
supporting agents in achieving their goals. Promising mechanisms
at a higher level of abstraction may be the ones to hide the com-
plexity of low-level issues, to regulate agent activities, and perhaps
to provide mechanisms for trust management. Some other research
endeavors also introduce potential extension of existing low-level
mechanisms, such as the ‘cognitive stigmergy’ (Susi and Ziemke,
2002; Parunak, 2005).

5. Summary and Conclusions

Mechanisms are presented in this article to describe design element that
deal with the responsibilities attributed to the environment in Multi-
Agent Systems. The presentation is grounded on representative achieve-
ments in the MAS community and it is expected that this initial work
will foster further endeavors to develop the potential of mechanisms in
the design of environments.

All in all, this article allows to identify potential research directions
and opportunities, most notably for the development of novel mecha-
nisms and applications related to the growing work on coordination,
regulation, and interface agents.

To date, the identification of mechanisms of environment results in
two main consequences for the agent community. First, mechanisms
reveal the internals of the environment exploited in current work and
potential research directions for novel functionalities. The mechanism
approach allows to decompose the environment into design idioms that
are reusable and composable as the design patterns in object-oriented
computing (Gamma et al., 1999). Second, the survey on environment
applications demonstrates the existence of unexplored combinations of
mechanisms that could impact the development of MAS. As a result,
mechanisms provide research directions that can benefit to theory and
practice. Most importantly, the identification of mechanisms bridges
the research on responsibilities of the environment to the subsequent
issues in engineering.
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